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ABOUT RAIN
RESPONDING TO THE Al REVOLUTION

RAIN+ is a niche international research firm providing the latest on Al
+ Defense. We cover market intelligence, data analytics, ethics and
global news. Our three Divisions — Industry, Ethics, News —work in syn-
ergy to provide a unique and specialised source on the use of Al and
emerging technologies in the defense sector. The RAIN+ NEXUS DATA
LAB aggregates and analyses data in this highly specialised sector.

For more information: https://www.rainresearchgroup.ai.

About RAIN+ Ethics

The deployment of artificial intelligence in the defense sector is pro-
voking a debate of seismic importance. RAIN+ Ethics is committed to
supporting and informing the debate around the ethics of Al use in
the Defense Sector. RAIN+ Ethics disentangles the dynamics of the
debate - the political, legal and ethical arguments and the implica-
tions of Al technology — provides clarification on the ethical positions
and summarises this in guidance reports. This division also maps the
landscape of stakeholders and regulatory initiatives to support lead-
ers and decision makers as they navigate the challenges of Al. For
more information: ethics@rainresearchgroup.ai.

About this primer

This primer unpacks the concept of autonomous weapon systems
(AWS) by discussing various definitions and specific examples of AWS.
It is the second in a series of RAIN+ Ethics primers and sets the scene
for primer 03, which tackles the ethical dimensions of AWS.

Other primers can be found here:
https://www.rainresearchgroup.ai/ethics/primers.

This primer will be updated regularly. Feedback or suggestions are
welcome and can be sent to: primers@rainresearchgroup.ai.
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Headlines

® There is no consensus about the definitions of autonomous weapon systems.

® There are no universal (ethical) rules or guidelines for the design, development and deploy-
ment of autonomous weapon systems or systems with autonomous capabilities.

® Systems with autonomous capabilities (SAC), which can perform certain tasks autonomously,
already exist. Fully autonomous (weapon) systems, which no longer require human control, do
not exist yet.

® Four levels of autonomy can be distinguished: 1) Human operated; 2) Human delegated (hu-
man-in-the-loop); 3) Human supervised (human-on-the-loop); and 4) Fully autonomous sys-
tems (human-out-of-the-loop).

® Two important tactical factors drive the development of AWS: 1) Countering anti-access and
area denial (A2/AD), and 2) The increasing speed of warfare.

1. INTRODUCTION

In order to have a meaningful debate on the advantages and disadvantages of autonomous weapon
systems, it is necessary to unpack what exactly is meant with this complex concept. Without a clear
definition of the concept and what it entails in practice, it is difficult to discuss the legal and ethical
implications. As will become clear, there is no consensus on a definition of autonomous weapon
systems. Different countries, institutions and companies adopt different definitions. This underlines
the importance of going beyond an abstract definition by discussing specific scenarios and practi-
cal examples.

2. KEY QUESTIONS

What is an autonomous weapon system?

An autonomous weapon system (AWS) is a type of system that uses sensory data and computer al-
gorithms to independently search for, identify and engage targets based on programmed con-
straints and descriptions. There is no consensus about the definition of AWS. Broadly speaking the
varying definitions of AWS fall into three categories:

The narrow definition

The narrow definition only includes those weapon systems capable of understanding high levels of
intent and direction. Al software enables these systems to understand their operational environ-
ment and take decisions without a commander assessing the situation. The ministries of defense in
the UK and France have both adopted a version of this definition, which excludes any existing weap-
ons and systems currently in development. In fact, it would probably require general Al to provide
weapon systems with this level of agency. » See Primer O1 for a brief discussion of narrow and gen-
eral Al.
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The broad definition

The broad definition includes those weapon systems capable of selecting and/or engaging targets
independent from human control. This definition includes some existing weapon systems, such as
the Israeli Aerospace Industries Harpy. The Harpy is a loitering munition that independently search-
es for radar signals from air defense systems. When it detects a signal, it hones in and destroys the
target.

The use-dependent definition

The use-dependent definition acknowledges that many weapon systems are not inherently auton-
omous but that they can be used with varying degrees of autonomy. Consider, for example, a mis-
sile. The missile may be instructed by a human to engage a specific target, but after launch, it oper-
ates autonomously.

What is a lethal autonomous weapon system (LAWS)?

A lethal autonomous weapon system (LAWS) is an autonomous weapon system that has the poten-
tial use of Kkilling people. For example, a remotely piloted aircraft capable of autonomously searching
for, identifying, selecting and striking a human target can be classified as a LAWS. The ethical de-
bate is often centred around LAWS rather than AWS, because a machine killing a person raises fun-
damental moral questions about accountability, intent and human rights. The difficulty with LAWS
is that the way they are classified may change based on how they are used. Take, for example, the
RPA that can be classified as a LAWS. This RPA could also be solely used to strike non-human tar-
gets. In fact, its intended use can even be to takedown hostile incoming RPAs. Conversely, an un-
armed system classified as an AWS can simply be converted into a LAWS by equipping it with weap-
ons.

What is a system with autonomous capabilities (SAC)?

A system with autonomous capabilities can perform certain tasks autonomously. For example, a
remotely piloted aircraft with autopilot can fly autonomously and a system equipped with image
recognition software can be used to autonomously identify pre-defined targets. In contrast to fully
autonomous weapon systems, these systems cannot perform all tasks independently from human
control. SAC already exists today. The debate surrounding SAC is mainly focused on what functions
we allow a system to perform autonomously.

What is the difference between intelligence and autonomy?

Intelligence and autonomy are often used interchangeably, but they are not the same. Simply put,
intelligence refers to a system’s ability to perform complex tasks and decide on the best course of
action to achieve its goals (e.g. adapting to new situations and information). The autonomy of a sys-
tem refers to the level of freedom it has to perform its tasks and accomplish its objectives.

What is the difference between automation and Al?

While often used interchangeably, automation generally refers to technology and systems that fol-
low pre-programmed rules to handle tasks and cannot analyse and apply new information in the
face of new situations. Al, on the other hand, allows systems to do just that: it allows them to learn
and adapt. For example, an autopilot used onboard a remotely piloted aircraft automates the flight
control of the aircraft. However, this does not necessarily involve the use of Al. The autopilot may
simply function with pre-programmed, pre-defined rules and options. Al, on the other hand, would
enable the aircraft to self-navigate based on sensor data processed in real time.
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What are the different levels of automation?

Al allows increased automation of unm@nned vehicles and systems. This so far has not reached the
stage of full automation. Rather, vehicles and systems are increasingly automated in some of their
functions, including, for example, flight or targeting.

More human agency Less human agency
Level 1 Level 2
Human operated Human delegated Human supervised Fully autonomous
systems
Human controlled Autormated Systems Autonormous non-
learning systems Autonomous learning
Remote controlled Semi autonomous systems
Hurnan-on-the-loop
Human-in-the-loop Human-out-of-the-loop

The above continuum shows the various levels of autonomy, combining at each level several labels
found in literature on the subject. There is more automation and less human agency as you move to
the right on the continuum.

The subsequent four levels of autonomy used to classify unm@nned vehicles and systems are not
sharply demarcated; they often run into each other. The differences can be explained as follows:

Human operated

A human being makes all decisions about what an unm@nned vehicle/system does and is allowed
to do. Its behavior depends on the input of a controller or operator.

Human delegated (human-in-the-loop)

The unm@nned vehicle or system has functions it can perform independently of human control,
but these have been pre-programmed and are activated/deactivated by human beings. The range
of behaviour is built into the system and/or some human input is required.

Human supervised (human-on-the-loop)

The unm@nned vehicle/system can perform a wide range of activities independently based on ex-
ternal information it receives within certain operational boundaries, while human beings monitor its
behaviour. The behaviour is more flexible but still within the boundaries of pre-programmed goals
or rules. A human being will oversee the process and can normally intervene if necessary.
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Fully autonomous systems (human-out-of-the-loop)

Once objectives are set (by human beings), unm@nned vehicles or systems can translate these into
specific tasks based on the external information it receives and operate without any human interac-
tion. For example, a fully autonomous weapon system would be able to select, target and fire with-
out any human intervention. Although there may still be overarching rules that the system cannot
violate, it can adapt its behaviour and assess how best to meet the objectives set for it. There is no
possibility for human intervention.

What is the role of autonomous weapon systems in the military Kill chain or kill web?

Autonomous weapon systems and systems with autonomous capabilities can be used on different
levels in the military kill chain or web. Military technologies that are part of the kill chain or web in
war can generally be divided in three categories: munitions, platforms and operating systems.

Munitions: are guided weapons used to destroy a specific target, while minimising collateral dam-
age. Munitions with varying degrees of autonomy have existed for quite some time. For example, the
Advanced Medium Range Air-to-Air Missile (AMRAAM) used by countries around the world is
equipped with a radar system to provide a guidance signal. The AMRAAM is a so-called fire and for-
get missile, which means that it does not require further guidance after launch.

Artificial swarming intelligence for warfare missiles and munitions

Missiles are becoming more advanced with the evolution of artificial intelligence. Image recognition
software enables missiles to autonomously engage pre-defined targets with more accuracy. The Eu-
ropean consortium MBDA is taking this a step further by developing artificial swarming intelligence
for its SPEAR-3 mini cruise missiles and SPEAR-EW electronic warfare missiles. The Golden Horde
programme developed by the US Air Force Research Lab is doing something similar with bomlbs
that can coordinate with each other after launch and can respond autonomously to changes in the
battlefield within a set of predetermined rules for autonomous operations. The development of in-
creasingly autonomous missile systems and munitions raises ethical questions about the ability to
maintain effective human control over their functioning (see Primer #3 for a further discussion of
the ethical implications).

Platforms: Platforms are vehicles or facilities that carry and use equipment with particular military
purposes required in the field. Tanks, ships, satellites, and unm@nned aerial vehicles (UAVs) are all
examples of platforms. Platforms are used for a variety of military purposes, such as surveillance,
electronic warfare and launching missiles or other weaponry. Although fully autonomous platforms
do not yet exist, there are a number of Al-enhanced platforms that operate with varying degrees of
autonomy.
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The Robotic Autonomous Platform for Tactical Operations and Reconnaissance (RAPTOR) UAV

The RAPTOR system provides an interesting example of integrating artificial intelligence software
with a small commmercial off-the-shelf UAV airframe, which enables it to find, fix, track and identify
targets with a high degree of autonomy. Developed for the US army by Scientific Systems, the RAP-
TOR can be tasked by a human commander to find and localise a target using machine learning
to process sensory data in real time. The RAPTOR was tasked to localise an “enemy” military vehicle
in a test conducted by the US military in August 2020 but the image recognition software could, in
theory, also be used to identify a human target.

There are two main takeaways that are crucial to make sense of the debate on autonomous platforms.
First, the platform itself is meaningless. The legal and ethical issues mostly arise with its brain - the
computer controlling the platform. Second, the most advanced platforms that currently exist are
still under human control. However, legal and ethical questions arise from the algorithm’s ability to
identify a legitimate target and the degree to which a human operator or commander can exercise
effective control (see Primer #3 for a further discussion of the ethical implications).

Operational systems: An operational system represents the level of command that brings together
the details of tactics with the goals of strategy. At the operational level, commanders use their skills,
knowledge, experience and judgment to strategise, plan and organise for the deployment of mili-
tary force. Operational decision-making requires a strong situational awareness and an understand-
ing of the full context. It is unlikely that humans will be able to delegate all operational decision-mak-
ing to an autonomous system. However, artificial intelligence and machine-learning algorithms can
be used to support human decision-making in calculating optimal decisions and carrying out pre-
dictive analysis.

Starlight

Israel Aerospace Industries has developed StarLight, a multi-intelligence analysis, cloud-based system
capable of transforming large amounts of unstructured sensory data into actionable intelligence for
the Israel Defense Forces (IDF). StarLight uses machine-learning algorithms to carry out predictive
analysis of targets and potential threats. As such, it is a good example of a system with autonomous
capabilities used by the IDF in support of operational decision-making.

Why are autonomous weapon systems developed?

As with any new weapon system, autonomous weapon systems are developed to gain or maintain a
competitive edge over enemy adversaries. More specifically, there are two important tactical factors
that really drive the development of autonomous systems: 1) Countering anti-access and area denial
(A2/AD), and 2) the increasing speed of warfare.

Countering A2/AD

Anti-access and area denial, also known as A2/AD, refers to military strategies used to prevent an
opponent from operating military forces near, into or within a contested area. It is anticipated that
A2/AD systems, such air defense systems, anti-ship missiles and electronic warfare, will play an in-
creasingly important role in undermining conventional means of war. Autonomous weapon sys-
tems are a way to counter A2/AD. Autonomous platforms or munitions can be launched from a ship
or other platform outside a contested area so that armed forces will be kept out of harm’s way. They
do not require a communication link with a ground station, which makes them less vulnerable to
jamming or other electronic warfare systems.
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Increasing speed of war

Advances in military technologies will make it increasingly difficult for humans to keep up with the
speed of war. Air defense systems already operate with varying degrees of autonomy to counter in-
coming missiles. Military strategists believe that greater autonomy is required in all domains to keep
up with the speed of adversaries »_ See below and in Primer 03 for more details on the concept of
hyperwar.

3. GENERAL CONCEPTS RELATED TO AUTONOMOUS WEAPON SYSTEMS

Hyperwar

Hyperwar is a new form of warfare in which autonomous systems and artificial intelligence play an
important role. Technological advances revolutionise the speed and scope of war, which means that
human decision making is either less important or entirely absent from the classic observe-ori-
ent-decide-act (OODA) loop of traditional military operations.

Human in, on and out of the loop

These concepts are currently interpreted in different ways, but all relate to human-machine interac-
tion. Whether it is for operating, delegating or supervising, the idea is that there always is, or needs
to be, a human involved for a range of purposes: control, responsibility, accountability or ethical as-
sessments. The problem is that there might be many different ‘loops’ happening at the same time,
related to broader legal issues (e.g. getting permission to strike a target), related to political deci-
sion-making or military decision-making at various levels. One could even consider the use of differ-
ent functionalities of unm@nned vehicles and systems as separate loops - activating automated
flight is one example, and a mapping function is another - which means it is doubtful that a human
being could be in all the loops at the same time, especially as Al further enhances such vehicles and
systems and algorithms calculate and process data ever faster.

For ethics, this is, however, a central part of the debate as taking out or reducing the ‘humans in the
loop’ when engaging in military or security operations could obscure legal liabilities and moral re-
sponsibilities. Lieutenant General Clinton Hinote, Deputy Chief of Staff for Strategy, Integration, and
Requirements of the US Air Force, argues that the question whether a person can be removed from
a lethal autonomous system loop is “one of the most interesting debates that is coming, [and which]
has not been settled yet."

OODA loop

A constantly repeating cycle of observe-orient-decide-act that forms the basis of military decision
making. The idea behind this classic military concept is that the individual or military who can go
through this cycle more rapidly than their opponent has a tactical or strategic advantage. The key
limiting factor in the OODA loop has always been the human being, who needs time to process in-
formation and make decisions. Artificial intelligence has unprecedented potential to speed up the
OODA loop, but the extent to which it will revolutionise the OODA loop will depend on how much
human control is transferred to the Al system. In an extreme case, Al systems could be allowed to
make decisions themselves in the OODA loop, but there are many other possibilities. For example,
Al enhanced systems could also quickly analyse vast quantities of data and present the human con-
troller with a suggested course of action or a set of options to choose from. In other words, an Al
system could act itself or guide human beings into action. However, as the OODA loop concept is all
about tactical and strategic advantages vis-a-vis an enemy, a faster pace of enemy systems may put
additional pressure behind the argument to remove human beings as much as possible from the
loop.
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Predictability

The predictability of an autonomous weapon system is reflected in the understanding of how it will
function in any given circumstances of its use, and the effects it will produce.

Reliability

The reliability of an autonomous weapon system is reflected in how consistently the system will
function as intended - that is, without system malfunctions or unintended effects.

Automation bias

The human tendency to put too much confidence in automated decision-making systems, includ-
ing in contexts where machines are less suited to take decisions. Systems with complex algorithmic
processes, such as autonomous weapon systems, intensify this tendency because their outputs are
often difficult to explain. In other words, an operator or commander cannot easily establish why a
system is giving particular suggestions.

Moral responsibility

Until UAVs become their own moral agents, it is human beings (developers, operators, command-
ers) that have the ultimate moral responsibility for the design, development and deployment of
UAVs. However, the more autonomous systems get (through Al/machine learning), the more diffi-
cult it will be to assign this moral responsibility.

Kill chain and kill web

Kill chain refers to the classic case of a static, linear process from target identification to target de-
struction within the chain-of-command of one domain of warfare (e.g. land forces). Kill web refers to
the connection of potentially all the domains of warfare into a dynamic network (land, sea, air, etc.).
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